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Abstract—As new neural network and neuromorphic architec-
tures are being developed, new training methods that operate
within the constraints of the new architectures are required.
Evolutionary optimization (EO) is a convenient training method
for new architectures. In this work, we review a spiking neural
network architecture and a neuromorphic architecture, and we
describe an EO training framework for these architectures.
We present the results of this training framework on four
classification data sets and compare those results to other neural
network and neuromorphic implementations. We also discuss
how this EO framework may be extended to other architectures.

I. INTRODUCTION

New neural network (NN) architectures in both software and

hardware are continually being developed by the computing

community. One of the major issues that must be addressed

with new NN architectures is determining how that architec-

ture will be trained or designed to perform particular tasks.

Especially for hardware NN implementations (or neuromor-

phic implementations), it is essential that an initial training

method for designing the architecture be determined early in

the process in order to gauge the usefulness and applicability

of the implementation. However, the designers of neuromor-

phic implementations often fail to define a training method

specifically for their architectures and instead attempt to map

existing NNs onto their architecture. These NN architectures

may not map exactly to the neuromorphic architecture, which

can result in a loss of performance, and the NN may not

take advantage of all of the characteristics of the hardware

implementation. We propose instead that it is worthwhile

to develop a training method for each individual hardware

implementation that will operate within the characteristics

and limitations of that implementation. Using training for

each specific hardware implementation allows for the full
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capabilities of the system to be determined, rather than testing

only a subset of its characteristics that are available when

mapping another architecture to the implementation.

In this work, we present an evolutionary optimization (EO)

framework for determining both the parameters and struc-

ture of two NN architectures. One of the two is currently

implemented in software; the other architecture is designed

specifically for hardware. A very similar EO implementation is

used for both architectures, and in the future directions section,

we discuss how a similar method may be implemented for

other neuromorphic networks (or other neural network types

in general). This training method gives a convenient way to test

the capabilities of a NN implementation to determine whether

it is worthwhile to further explore the implementation.

In the following section, we discuss previous work using

EO and other methods for a variety of NN types. We review

the characteristics of a spiking NN model called Neuroscience-

Inspired Dynamic Architectures (NIDA) [1]–[4] and a spiking

NN model for a hardware implementation called Dynamic

Adaptive Neural Network Array (DANNA) [5], [6]. We then

present an EO training method for both NIDA and DANNA

that determines the parameters and structure for both NN

architectures. We present results for four classification bench-

mark tasks from the UCI Machine Learning Repository [7],

and compare the results for NIDA and DANNA with other

published NN implementations. Finally, we discuss some

future directions for both NIDA and DANNA, as well as the

ability to apply a similar EO method to other NN types.

II. RELATED WORK

Evolutionary optimization (EO), and more specifically ge-

netic algorithms (GA), have been used to design various

types of neural networks (NNs) for several decades. Though

gradient-based optimization methods such as back-propagation

have been and continue to be the dominant method for

training NNs, there are several compelling reasons for using

other EO/GA methods for some aspects of NN training. Yao

notes several major reasons for using EO methods instead

of gradient-based methods in [8], but the primary advantage

that we are exploiting is that they can be applied to any NN

architecture.



For feed-forward neural networks (FFNNs), EO has been

used to determine the weights of synapses in lieu of another

optimization method such as back-propagation [9]–[13], to

determine the number of hidden layers and/or the number of

neurons per hidden layer of the network while using gradient-

based optimizations to determine weights [14]–[21], and to

determine both structure and the weights of the network [22]–

[29]. Though there has been some success in using EO or

GAs for weight-based optimization in FFNNs, gradient-based

optimization usually produces sufficient results. However, GAs

and EO have been very successful in optimizing the structure

of FFNNs; the primary alternative approach for determining

the structure of the network is hand-tooling by the user. EO

and GAs have also been successfully applied in developing

ensembles of NNs [30].

EO and GAs have been used to train recurrent neural

networks (RNNs). The weight values in RNNs can be trained

using variations on back-propagation or other gradient-based

methods, but because of the recurrent connections in the

network, these methods often are much more computationally

expensive than the corresponding methods in FFNNs, and

usually require significant alterations to accommodate the

change in network structure [31]. Again, EO and GAs have

been used in RNNs to train weight values alone [12], [32]–[34]

and weight and structure simultaneously [35]–[38].

With spiking neural networks (SNNs), there are even more

complications with gradient-based methods. In addition to the

inclusion of recurrent connections, SNNs also have a dynamic

component (or a time component) that is not present in FFNNs

or RNNs. SNNs are used in a variety of ways, and there are

methods for training them using unsupervised techniques [39],

[40], gradient-based techniques [41]–[45], and cuckoo-search

[46]. EO and GAs have also been used to determine weights

for fixed-structure SNNs [47]–[53] and to determine weights

and structure for SNNs [54]–[56].

In this work, we apply EO to design networks for DANNA,

a neuromorphic computing platform. Most major neuromor-

phic computing projects either hand-tool their networks based

on biological systems or use traditional algorithms to design

a network type and then map that network type to their

architecture [57]–[60]. There are other neuromorphic hardware

projects in the community that implement a range of neural

network types and training methods. These include SNN

implementations on field-programmable gate arrays (FPGAs),

one that is trained using a mixture of unsupervised/supervised

learning [61] and another that is trained using a GA [62]. There

are also implementations that make use of memristors in neural

network implementations trained using back-propagation [63],

[64]. Other implementations suitable for hardware that have

been tested in simulation include a FFNN model trained using

back-propagation that is tolerant to faulty transistors [65] and

a probabilistic SNN trained using gradient descent learning

and bio-inspired learning methods [66]. A variety of other

hardware implementations that are based on neural networks

have also been developed, such as a self-organizing map [67]

and an extreme learning machine [68].

III. NIDA

Neuroscience-Inspired Dynamic Architecture (NIDA) net-

works are spiking neural networks that are embedded in

a bounded three-dimensional (3D) box [1]–[4]. They are

composed of neurons and synapses, where neurons may be

located throughout the bounded box and any two neurons

may be connected by a synapse. Activity in NIDA networks is

simulated using a discrete-event simulation. A simulated time

step in NIDA is defined as the amount of time it takes for

charge to propagate one distance unit along a synapse.

NIDA neurons are accumulate-and-fire neurons with two

associated parameters, threshold and refractory period. NIDA

neurons accumulate charge and fire when their threshold is

reached. Upon firing, NIDA neurons enter a refractory period,

during which they may still accumulate charge, but they may

not fire. The refractory period in NIDA neurons is used to

bound the total amount of activity in the network in any

given simulated time unit. In all of our results, we have

kept the refractory period fixed at one simulated time unit,

but this value is programmable and can be changed for each

individual neuron. The charge and threshold value of a neuron

are floating-point numbers in the range [−1, 1]. NIDA neurons

may be input neurons, output neurons, or hidden neurons.

Input neurons are the only neurons that can receive charge

from the environment/user. Output neurons are monitored

specially by the application; their output usually determines

a decision for a particular task or application.

NIDA synapses are directed connections between neurons,

connecting a pre-synaptic neuron to a post-synaptic neuron.

NIDA synapses have a delay and a weight. The delay is

the amount of simulated time it takes for a fire from the

pre-synaptic neuron to affect the charge on the post-synaptic

neuron. In the current implementation of NIDA networks, the

delay value of the synapse is directly related to the length

of the synapse (or the Euclidean distance between the pre-

synaptic and post-synaptic neurons); thus, longer synapses

correspond to longer delays. NIDA synapses also have an

associated weight, which is a floating-point number in the

range [−1, 1]. The weight of the synapse affects how a fire

from the pre-synaptic neuron affects the charge level of the

post-synaptic neuron; that is, the weight of the synapse is

added to the charge level of the post-synaptic neuron. During

the simulation of a NIDA network, the weights of the synapses

are adjusted by processes inspired by long-term potentiation

(LTP) and long-term depression (LTD) in the brain [69]. If a

particular event causes a neuron to fire, then the weight of the

corresponding synapse will be increased by a small amount.

If an event arrives at the post-synaptic neuron during that neu-

ron’s refractory period, then the weight of the corresponding

synapse will be decreased by a small amount. Each synapse

also has a “learning rate,” which is how often LTP/LTD can

occur on that synapse.

IV. DANNA

Dynamic Adaptive Neural Network Arrays (DANNAs) are

a neuromorphic hardware implementation of NIDA networks



[5], [6]. A DANNA is an array of neuromorphic elements,

where each element is programmable as either a neuron or

a synapse. DANNAs have an associated clock on which all

of the behaviors of the network occur. All of the parameter

values in DANNA are discrete values rather than continuous

values. Each element in the array can connect to up to 16 of

its near-neighbors (its eight immediate neighbors, and eight

additional neighbors one row or column away). The restricted

connectivity in DANNA is the primary difference in the types

of networks that can be built between NIDA and DANNA.

DANNA neurons have threshold values, which are integers

in the range [−128, 127]. Unlike NIDA neurons, DANNA neu-

rons do not have a programmable refractory period. Instead,

DANNA neurons have a fixed refractory period in that they

may only fire once during a particular clock cycle. When a

neuron fires, it broadcasts the event to its 16 neighbors, each

of which receives the event only if it is actively listening for

events from that neuron.

DANNA synapses have two programmable parameters: de-

lay and weight. Unlike NIDA synapses, the delay value is

not tied to a Euclidean distance; instead it is programmed to

be an integer in the range [0, 127], where the units of the

delay are network clock cycles. DANNA synapses also have

programmable weight values, which are integers in the range

[−128, 127]. DANNA synapses have an associated LTP/LTD

process, which operates similarly to NIDA. Like neurons,

synapses broadcast their firing events to their 16 neighbors,

each of which receives the event only if it is actively listening

for it. For that reason, synapses may be treated as one-to-

many connections, and synapses can chain together without

intervening neurons. These allow for more complex network

structures. Synapses specify one output direction for LTP/LTD.

There are significant enough differences in the operation of

NIDA and DANNA that it does not make sense to build a

NIDA network and convert the NIDA network to a DANNA

network. Instead, we develop a DANNA-specific evolutionary

optimization in order to produce DANNA networks. An initial

implementation of DANNA on field programmable gate arrays

(FPGAs) has been completed. A VLSI implementation of

DANNA is also in progress.

V. TRAINING: EVOLUTIONARY OPTIMIZATION

We use evolutionary optimization (EO) methods to design

both NIDA and DANNA networks. There are many reasons

that we have chosen to use EO as the design method for NIDA

and DANNA, many of which are discussed in [4]. In general,

using EO allows for both discrete and continuous optimization

to happen simultaneously. For neural networks, the inclusion

of a time component in the operation of the network is known

to make gradient optimization more difficult. For NIDA and

DANNA, because variable delays are used throughout the

network, adapting a gradient-based optimization method to

optimize synapse weight values would be extremely difficult.

EO also allows for a variety of applications to be implemented

without changing the characteristics of the underlying method;

in particular, the only major component of the EO that changes

as the application changes is the fitness function. It is relevant

to note that the fitness function is a major component of the

EO and its performance drastically affects the performance of

the EO. However, most of the EO method itself stays static

across all application types.

There are a few characteristics of the type of EO method

that we use that are especially useful when employing them

to design neuromorphic systems. First, no prior knowledge

about either the parameters or the structure of the networks

is required. Without an optimization method that determines

the structure, a user would need to determine a structure a

priori. Thus, even though the determining both structure and

parameters complicates the design method, it ensures that there

is no user bias in the selection of the structure. Additionally,

different neuromorphic architectures employ different structure

types and various types of neuron and synapse models. Small

adaptations to EO methods are required to accommodate for

different architectures and neuron/synapse models, but the

EO methods as a whole may still be applied. Moreover,

as many or as few restrictions on the optimization may be

employed; since neuromorphic hardware architectures often

have more restrictions than other neural network models,

this is an important feature of EO. We describe the EO

methods for NIDA and DANNA and how they differ. Very

similar EO methods may be employed for other neuromorphic

architectures as a viable initial implementation for general

neuromorphic architecture optimization in order to determine

the characteristics and capabilities of those architectures. Of

course, it is likely worthwhile to explore architecture-specific

optimizations that may be more computationally efficient than

EO, but EO methods can provide a tremendous amount of

information about an architecture’s characteristics that may be

useful in determining more specific optimizations.

In our EO method, there are two task-specific functions

that the user must implement for each individual application.

The first task-specific method returns a randomly initialized

network. This method is used at the beginning of the EO to

create a population of networks, and it is also used over the

course of the EO method to randomly generate networks to

add to the population. At minimum, this function specifies

the inputs and outputs of a network that are consistent across

all networks in the population; thus, every network in the

population of networks will have the same interface to the

environment. This initialization method can then randomly

initialize hidden neurons and synapses in the network, or it

can include any knowledge about the type of structure or

parameters that the user may know about task a priori. The

other task-specific function is the fitness function, which takes

a network as input and returns a numerical score for that

network for the particular task.

The overall framework of the EO method is consistent

for both NIDA and DANNA. We start by creating an initial

parent population of networks using the task-specific network

initialization function. Then, each of the networks in the

population is evaluated using the fitness function. Once a

score for each network has been determined, a selection



method can be used to preferentially select better performing

networks to serve as parents. We utilize tournament selec-

tion, but other selection algorithms such as roulette wheel

selection or stochastic universal selection, may be used. We

repeatedly select pairs of networks from the parent population

using tournament selection. With each pair of parents, we

probabilistically apply crossover and mutation based on the

crossover and mutation rates, respectively. If neither crossover

nor mutation are applied, then the parent networks are simply

duplicated to produce children. The crossover and mutation

operations are specific to NIDA and DANNA and will be

discussed in more detail in Sections V-A and V-B, respectively,

but very similar reproduction operators may be developed

for other architectures. The resulting children networks are

saved in a child population, and the selection and reproduction

processes are repeated until the child population has the same

number of networks as the parent population. At this point, the

generation or epoch comes to an end; the child population re-

places the parent population, and selection and reproduction is

repeated. This process continues until a predetermined fitness

value or epoch/generation number is reached. The primary

differences between the EO for NIDA and DANNA are in the

way the networks are represented in the population and how

the reproduction operators operate on those representations.

The details for these implementations are discussed in the

following sections.

A. NIDA Representation and Reproduction

NIDA networks are stored as a graph representation, where

the nodes are the neurons and the edges are the synapses.

Each neuron stores its location in the 3D bounded box, along

with all of its associated parameters and all of its incoming

and outgoing synapses. Each synapse stores its own associated

weight value and delay value.

The crossover operation operates directly on the graph

representation of the network. Crossover takes two parent

networks and produces two child networks. For each crossover

that occurs, a plane through the bounded box is constructed by

randomly selecting two neurons in one of the parent networks.

One of those neurons is selected to be on the plane and the

vector between the two neurons is used as the normal vector

to the plane. This plane in the bounded box will split each

of the parent networks into two parts, a part above the plane

and a part below the plane. One child is constructed by taking

the neurons and synapses from the part above the plane from

parent 1 and the neurons and synapses from the part below the

plane in parent 2, and the other child is constructed from the

part above the plane in parent 2 and the part below the plane

in parent 1. For synapses that span the plane, the synapse

is placed in the child network that contains its pre-synaptic

neuron and the neuron in the child network that is closest to

the location of the synapse’s original post-synaptic neuron is

selected to be the post-synaptic neuron of the new synapse in

the child.

Mutations in the NIDA networks make both parameter and

structural changes. The mutation operation takes one network

and mutates that network in place. The three parameter muta-

tions are: changing the sign of the weight value of a randomly

selected (RS) synapse, changing the weight value of a RS

synapse to a RS value, and changing the threshold value of

a RS neuron to a RS value. The structural mutations are:

adding a synapse between two RS neurons that are not already

connected by a synapse, deleting an existing RS synapse,

adding a neuron at a RS location in the 3D bounded box and

two associated synapses between the newly created neuron

and two RS existing neurons in the network, and deleting a

RS neuron and all of its associated synapses.

B. DANNA Representation and Reproduction

DANNA networks are stored as two-dimensional arrays,

where each element in the array stores its identity (neu-

ron/synapse) and the appropriate parameters. Connections be-

tween elements are stored as “enabled inputs” in both neurons

and synpases. Each synapse also stores its output for LTP/LTD.

The parameters that are programmable beyond connectivity in

the network are the thresholds of neurons and the weights and

delays of synapses.

The crossover operation for DANNA operates directly on

the array representation of the network. For each crossover,

the arrays are split either on a row or a column; both options

are equally likely. A randomly selected row/column number

is selected, avoiding the first and last row/column, which we

will call the split line. Similar to what occurs in NIDA, both

of the parents are then split into two parts (part A and part B)

along this split line. All of the neurons from part A of parent

1 are added to the first child, and all of neurons from part B

of parent 2 are also added to the first child. The synapses in

part A of parent 1 and part B of parent 2 that are not affected

by the split line are also added to the first child. For synapses

that are affected by the split, there are special rules for adding

that synapse to the child. If both of the source and destination

elements are on the other side of the split for that synapse, then

the synapse is omitted. If only one of the source or destination

is on the other side of the split, the crossover operation looks

for another neuron in the child that is in the same location or

within the connection ring of the synapse. If no neuron exists,

the synapse is omitted. Otherwise, the synapse is connected

to the new neuron. The second child is formed similarly by

combining part B of parent 1 and part A of parent 2.

Mutations in DANNA also make both parameter and struc-

tural changes. The three parameter mutations are changing the

threshold of 25 percent of the neurons in the array to RS

values, changing the weight of 25 percent of the synapses in

the array to RS values, and changing the delay of 25 percent

of the synapses in the array to RS values. The four structural

mutations for DANNA are adding a path between two RS

neurons, where the path alternates neurons and synapses;

adding a cycle between two RS neurons by creating two paths

of alternating neurons and synapses; deleting a RS neuron

from the array and all of its associated synapses; and deleting

a RS synapse from the array.



TABLE I
DATA SET CHARACTERISTICS

Data Set Instances Inputs Output Classes

Iris 150 4 3

Wisconsin Breast Cancer 699 10 2

Pima Indian Diabetes 768 8 2

Wine 178 12 3

VI. RESULTS

We trained NIDA and DANNA with the EO methods

described above for four classification tasks from the UCI

Machine Learning Repository [7] that have been examined

widely in the literature: Iris, Wisconsin Breast Cancer, Pima

Indian Diabetes, and Wine. Table I gives the characteristics of

these data sets. In Section VI-A, we give results for NIDA and

DANNA on these tasks for varying parameter values to show

the effect of parameters on the final result. In Section VI-B,

we discuss various implementations for a fitness function and

show how the different implementations affect the results for

NIDA and DANNA. In Section VI-C, we compare our best

results with results reported in the literature for each of the

data sets using a variety of neural network methods, both in

software and hardware.

For these data sets, we encode the input values as integers

between 0 and 10, inclusive, by scaling the raw attributes as

needed. Each input attribute has an associated input neuron

in the NIDA or DANNA network. If the scaled input value

is x, then x pulses are applied to the associated input neuron

in the network. There is an interval of 5 time steps for NIDA

or clock cycles for DANNA between pulses. Each network

has a single output neuron; the number of fires for the output

neuron indicates the selected output class. Our DANNA EO

implementation and simulator have been recently developed

and have not been optimized, so their performance is slower

than that of NIDA’s simulator and EO. As a result, we have

fewer results for DANNA.

A. EO Parameter Effects

We explored the effect of the starting numbers of neu-

rons/synapses for NIDA and neurons/paths for DANNA, and

the crossover and mutation rates. Fig. 1 shows the vari-

ation when changing the initial number of neurons and

synapse/synapse paths. Although the averages vary across the

different initial configurations, the behavior is fairly consistent.

Both NIDA and DANNA allow for structural modification

and the numbers of neurons and synapses change over the

course of evolution. These results are consistent with what we

would expect, which is that, in general, the EO will increase

or decrease the number of neurons and synapses as needed for

the application.

Fig. 2 shows how the crossover and mutation rates affect

performance for both NIDA and DANNA. We explored less

values for crossover and mutation for DANNA because of

time constraints imposed by DANNA’s simulator and EO. We

found that for both NIDA and DANNA, the crossover rates
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Fig. 1. Tukey plots showing how the performance varies for 100 different
runs of NIDA and for 20 different runs of DANNA on each of the four data
sets. The top number on the x-axis labels is the starting number of neurons
and the bottom number is the starting number of synapse paths (DANNA) or
synapses (NIDA).

had much less impact on the overall performance of the EO

than the mutation rates. In general, higher mutation rates also

achieved better performance. For NIDA, higher crossover rates

also tended to lead to improved performance. For DANNA,

however, there was not one clear trend for how the crossover

rate affected performance. Overall, we recommend exploring

crossover and mutation rates when applying the EO framework

to a new architecture or application. It may also be worthwhile

to explore adapting mutation/crossover rates as part of the EO

framework.

B. Fitness Function Implementations

The implementation of the fitness function can have a

dramatic effect on the performance of the EO framework. We

explored several implementations of the fitness function for

classification tasks. For every fitness implementation, we look

at the number of fires for the output neuron in some time

window of the simulation (for example, during the last 50

time steps of simulation). For the data sets with two possible

classes (Breast Cancer and Diabetes), if the output neuron fires

in the time window the network classifies the instance as type

A and if the output neuron does not fire, it is classified as

type B. For the data sets with three possible classes (Iris and



Fig. 2. Heatmaps showing how the performance varies for 20 different runs
of DANNA and for 100 different runs of NIDA for crossover and mutation
rates for the Iris and Wine data sets. White boxes in the DANNA heatmap
indicated untested combinations of crossover and mutation rates.

Wine), type A corresponds to no fires in the time window,

type B corresponds to between 1 and 9, inclusive, fires in the

time window, and type C is 10 or more fires.

In a variation on the original implementation called “slide,”

we vary the time window in which we measure output fires

by changing both the duration of the window and the starting

and stopping time of the window. The returned fitness value

is the best fitness value over all examined time windows. In

a variation of the original implementation called “permute,”

we consider the number of fires in the specified window and

permute the classification labels for each type. For example,

for the Breast Cancer set, we evaluate the fitness when

assuming 0 fires corresponds to benign and one or more

fires corresponds to malignant. We also evaluate the fitness

assuming 0 fires corresponds to malignant and one or more

fires corresponds to benign. Similarly, for the three-class data

sets there are six possible permutations of output class and

number of fires. Again, all possible permutations are examined

and the best fitness value across all permutations is the fitness

value used in the EO. We also combine these implementations

for the “slide-permute” variation.

Fig. 3 shows the results for varying the fitness implementa-

tion. One advantage of these fitness implementations is that we

are only required to simulate the NIDA or DANNA network

once. By storing all of the fires of the output neuron during

the simulation, we can complete all of the computations for

slide or permute without repeating the simulation in order to

determine the best result. These types of fitness functions can

also result in two networks with the same fitness evaluation

that look and behave entirely differently. We found that this

improved the overall performance of the EO, and we speculate

that this occurs because it encourages diversity in the popula-

tion, even for a set of high performing networks. In general,

the permute variation improved the performance more than
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Fig. 3. Tukey plots showing how the performance varies for 100 different
runs of NIDA and for 20 different runs of DANNA for various fitness
implementations for the Iris and Wine data sets.

the slide variation, but the combination slide-permute variation

gave the best results.

C. Comparisons

We divided the comparison results into 11 categories:

1) BP/LM: Artificial neural networks (ANNs) trained with

back-propagation (BP) or Levenberg-Marquardt (LM).

2) EA: ANNs trained with evolutionary algorithms (EA).

3) Hybrid EA/Local: ANNs trained with a combination of

EAs and local optimization methods such as BP or LM.

4) Ensemble NN: Ensembles of ANNs.

5) Ensemble NN EA: Ensembles of ANNs that are trained

in part with EAs.

6) Spiking: Spiking neural networks (SNNs) trained with

biologically-inspired methods.

7) Spiking BP: SNNs trained with a form of BP.

8) Spiking EA: SNNs trained with EAs (including NIDA).

9) Hardware: ANNs and SNNs implemented in hardware

(including DANNA).

10) Memristor BP: Neural networks implemented with

memristors that are trained using forms of BP.

11) Other NN: Other types of neural networks or neural

network training methods.

Each of the results by other methods were reported in the

cited papers. When multiple papers cite the same method

but used different numbers of training instances, both sets of

results are reported. Some of the reported results are given as

an average, others as the best result, and still others do not

report whether the average or best result is given. The best

results for NIDA and DANNA are given. Tables II through V



give the results for each of the four classification tasks. In each

of these tables, the results are grouped by category or type;

within those groups, the methods are sorted by classification

error on the testing set. The tables also give the number of

training instances used; if the number of training instances

used for that method were not clear, the number column is left

blank. For NIDA and DANNA, different numbers of training

instances were used for three of the four data sets so that their

results can be compared with other techniques utilizing the

same number of training instances. The results for NIDA and

DANNA are highlighted in each of the tables.

Table II gives the results for the Iris data set. Overall, the

methods programmed using EO/EAs perform well, especially

for SNNs. The results for DANNA are also the best results

for neuromorphic hardware. The best results overall were

achieved by a SNN trained using EO (FeaSTAP [53]), but

both NIDA and DANNA outperform all of the remaining

methods, indicating that EO for training of both SNNs and

neuromorphic hardware is a good approach for simple tasks.

Table III gives the results for the Wisconsin Breast Cancer

data set. For this task, there was good performance across all of

the different categories of methods, with the best performance

achieved by a traditional neural network trained with a hybrid

of GA and the LM method (GALM [15]). DANNA, once

again, achieves very good performance with respect to other

hardware implementations, but it is outperformed by mem-

ristor implementations that are trained with back-propagation.

For this data set in particular, gradient-based methods seem to

be sufficient for solving the task. However, the methods that

utilize EO techniques achieve comparable performance with

the gradient-based techniques.

Table IV gives the results for the Pima Indian Diabetes

data set. The best performance for this task was achieved by

ensemble NN methods that utilize EO techniques. DANNA

achieves slightly better performance than the other hardware

implementation, and NIDA achieves better performance than

all of the other SNN methods and NNs trained with BP/LM

techniques or EO techniques. We did not explore ensemble

methods for NIDA or DANNA, but we can explore this in the

future to improve their overall classification performance.

Table V gives the results for the Wine data set. The

techniques that utilize EO once again achieve the best per-

formance on this task, with NIDA and DANNA achieving the

best performance overall. The only comparable methods are

traditional neural networks trained with EO.

Overall, NIDA and DANNA perform well on all four

classification tasks with respect to reported results in the liter-

ature. DANNA in particular performs very well amongst other

hardware implementations, demonstrating that utilizing EO as

a training method for neuromorphic architectures is a valid

approach for exploring the capabilities of those architectures.

VII. DISCUSSION AND FUTURE WORK

The purpose of this work is to demonstrate that the use of

EO is a viable method for designing neural network (NN)

architectures in general and for neuromorphic architectures

TABLE II
IRIS RESULTS

Type Method
Training Testing

Instance Error

BP/LM

BP [49] 2.66
BPrule [53] 3.8
MBP [49] 4

SMBP [49] 4
MatlabLM [61] 120 4.1
MatlabBP [61] 120 4.2

BP [52] 75 15
BP [51] 16.17
LM [52] 19.8
LM [51] 23.37

EA

Vazquez [52] 75 4.4
Strat-SSP-ep [22] 4.68

ANNT [53] 4.7
FeaSANNT [53] 5.3

Ep [22] 111 6.17
SSP200 [22] 111 6.5
SSP100 [22] 111 7.17

Rank [22] 111 7.28
Strat-SSP-roul [22] 7.35
Strat-SSP-rank [22] 7.46

SSP5 [22] 111 8.22
Roul [22] 111 8.43

Hardware

DANNA 75 0.7
DANNA 120 0.7
DANNA 111 1.3

Hardware PSNN [66] 3.3
Streamcluster+SOM [67] 6.67

Streamcluster [67] 11.33
SNN Bako [61] 120 16.6

Hybrid EA/Local
GaX [14] 2.84
SaX [14] 2.95
StdX [14] 3.24

Memristor BP
Circuit [64] 2.8

Algorithm [64] 2.9
Circuit with Noise [64] 4.7

Spiking

SRM SNN (1-D) [50] 2.7
SRM SNN (sparse) [50] 4

SWAT [66] 4.7
CS [46] 120 5.33

Spiking BP

Theta Neuron BP [45] 100 2
WeightLimit [66] 3.4
SpikeProp [50] 3.8
SpikeProp [45] 100 3.9

BP A [45] 100 4.5
SpikeProp [61] 120 4.7

BP B [45] 100 10

Spiking EA

FeaSTAP [53] 0
NIDA 75 0.7
NIDA 111 0.7
NIDA 120 0.7

DE [46] 120 1.67
Dynamic synapse SNN [50] 2.7

SNN with Parde [49] 2.7
Vazquez [51] 5.42

in particular. Although NIDA is currently implemented only

in software, its implementation and embedding in a three-

dimensional space lends it to hardware implementations with

analog components, such as memristors. The results presented

in Section VI-B also indicate that EO has been a good

method for other NN architectures and neuromorphic hardware

implementations beyond NIDA and DANNA.



TABLE III
WISCONSIN BREAST CANCER RESULTS

Type Method
Training Testing

Instance Error

BP/LM

BP [15] 525 0.91
MatlabBP [50] 341 1.5
MatlabLM [50] 341 2

LM [15] 525 3.17
MatlabLM [61] 444 3.5
MatlabBP [61] 444 3.8

EA

Fogel [13] 400 1.95
Roul [22] 3.05

SSP100 [22] 3.14
Strat-SSP-rank [22] 3.22

SSP200 [22] 3.2
Strat-SSP-rank [22] 3.22
Strat-SSP-roul [22] 3.23

Ep [22] 3.28
Rank [22] 3.33
SSP5 [22] 3.33
GA [15] 525 16.76

Ensemble NN
CNNE-15,2 [30] 1.2
CNNE-10,2 [30] 1.3
CNNE-10,4 [30] 1.5

Hardware

DANNA 444 1.9
DANNA 525 1.9
DANNA 400 2

Hardware PSNN [66] 2.8
Embrace-FPGA [62] 444 3.2

SNN Bako [61] 444 10.5

Hybrid EA/Local

GALM [15] 525 0.02
GaX [14] 0.46

GABP [15] 525 1.43
EPNet [17] 525 1.719

MPANN [20] 400 1.9
SaX [14] 2.48
StdX [14] 6.19

Memristor BP

Algorithm [64] 1.3
Circuit [64] 1.5

Circuit with Noise [64] 1.5
Hasan [63] 499 7.5

Spiking
SWAT [66] 2.1

SRM-based SNN [50] 341 2.8

Spiking BP

BP B [45] 599 1
Theta Neuron BP [45] 599 1

Weight Limit [66] 2.1
SpikeProp [50] 341 2.2
SpikeProp [61] 444 2.7
SpikeProp [45] 599 3

BP A [45] 599 3.7

Spiking EA

Jin [54] 525 1.2
NIDA 525 1.4
NIDA 400 1.5
NIDA 444 1.5

Dynamic-synapse SNN [50] 341 2.7

We are encouraged by the preliminary results for both NIDA

and DANNA on the classification tasks presented in this work.

We intend to continue improving the EO method by exploring

parallel implementations for use on high-performance com-

puters. We are also exploring parallelizations of the DANNA

simulator that will improve its performance, and we intend

to explore incorporating the DANNA hardware (currently on

FPGA) directly in the EO as well.

We describe how the EO differs for the NIDA and DANNA

TABLE IV
PIMA INDIAN DIABETES RESULTS

Type Method
Training Testing

Instance Error

BP/LM

BP [15] 576 21.76
SMBP [49] 21.88
MBP [49] 23.43
LM [15] 576 25.77
BP [49] 36.45

EA GA [15] 576 36.46

Ensemble NN
CNNE-15,2 [30] 19.6
CNNE-10,2 [30] 19.8
CNNE-10,4 [30] 20.1

Ensemble NN EA

DIVACE-majority [30] 12.5
DIVACE-average [30] 14.1

EENCL-WTA [30] 15.6
DIVACE-WTA [30] 15.7

EPNet-rank [30] 17.2
EPNet-error-rate-majority [30] 17.2

EENCL-average [30] 17.2
EENCL-majority [30] 17.2

EPNet-OptimalSubset [30] 18.2
EPNet-RLS [30] 19.3
EPNet-best [30] 19.8

Hardware
DANNA 576 22

ELM [68] 576 22.3

Hybrid EA/Local

GaX [14] 18.4
SaX [14] 19.39
StdX [14] 20.82
EpNet [17] 576 21.875
GALM [15] 576 28.29
GABP [15] 576 36.46

Spiking CS [46] 614 74.77

Spiking EA
NIDA 576 19

DE [46] 614 26.29
SNN with PARDE [49] 37.69

architectures in the way the networks are represented and

how new networks are created in the EO using reproduction

operators. Custom EO implementations for other NN archi-

tectures and neuromorphic hardware implementations can be

created by utilizing similar representations and reproduction

operators. By using EO methods as a preliminary training

technique for neuromorphic architectures, especially an EO

method that evolves structure along with parameters, neuro-

morphic architects may explore their architectures’ capabilities

with a relatively simple EO implementation. We are currently

developing an arbitrary network EO framework that will be

applicable to more general neuromorphic networks.

VIII. CONCLUSION

In this work, we proposed an evolutionary optimization

(EO) framework for designing neural network architectures,

both for software and hardware. We reviewed a spiking neural

network model called NIDA and a neuromorphic hardware

implementation called DANNA and discussed how the EO

framework applies to both. We showed how parameters and the

fitness function implementation affected the performance of

the EO framework for both NIDA and DANNA; in particular,

we saw that structural parameters were not as important as

reproduction parameters, and that fitness functions that en-



TABLE V
WINE RESULTS

Type Method
Training Testing

Instance Error

BP/LM

LM [51] 13.84
LM [52] 89 35.67
BP [52] 89 40.45
BP [51] 63.63

EA

MPENSGA2E [21] 125 2.64
MPENSGA2S [21] 125 2.64
Strat-SSP-ep [22] 4.68

Strat-SSP-rank [22] 4.91
Ep [22] 5.12

SSP100 [22] 6.14
SSP200 [22] 6.18

Rank [22] 6.23
SSP5 [22] 7.49
Roul [22] 8.46

Strat-SSP-roul [22] 8.96
Vazquez [52] 89 18.99

Hardware

DANNA 133 2.2
DANNA 142 2.8

Streamcluster+SOM [67] 6.74
Streamcluster [67] 33.15

Other NN

MO-RSM [21] 125 0.69
MO-RBFNN [21] 125 1.79

WD [21] 125 1.95
SO-RSM [21] 125 2.33

MIN-MSE [21] 125 4.53
SNRF [21] 125 7.8

Spiking CS [46] 142 9.22

Spiking EA

NIDA 142 0.6
NIDA 133 1.1

DE [46] 142 12.56
Vazquez [51] 22.2

courage diversity in the population were favored over simpler

functions. We also compared the performance of our EO

framework with NIDA and DANNA to other neural network

and neuromorphic methods. Overall, we found that our frame-

work performed very well, and that EO methods in general

tended to outperform other methods. We are highly encouraged

by these results and plan to continue our development of both

NIDA and DANNA, as well as exploring the application of

the EO framework to other neural network and graph types.
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